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Mostarraylanguages,includingFortran90,Matlab,andAPL, pro-
vide supportfor referencingarraysby extendingthetraditionalar-
raysubscriptingconstructfoundin scalarlanguages.Wepresentan
alternative to subscriptingthatexploits theconceptof regions—an
index setrepresentationthatcanbenamed,manipulatedwith high-
level operators,andsyntacticallyseparatedfrom arrayreferences.
Thispaperdevelopstheconceptof region-basedprogrammingand
describesits benefitsin thecontext of an idealizedarraylanguage
calledRL. Weshow thatregionssimplify programming,reducethe
likelihoodof errors,andenablecodereuse.Furthermore,we de-
scribehow regionsaccentuatethelocality of arrayexpressionsand
how this locality is importantwhen targetingparallel computers.
Wealsoshow how theconceptsof region-basedprogramminghave
beenusedin ZPL, a fully-implementedpracticalparallelprogram-
ming languagein useby scientistsandengineers.In addition,we
contrastregion-basedprogrammingwith the arrayreferencecon-
structsof otherarraylanguages.
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Sincethe earliestprogramminglanguages,array referenceshave
had subscriptsassociatedwith them. This notation, which was
inheritedfrom linear algebra,is naturalandconvenientfor scalar
languagessincethey operateonsinglevaluesatatime. In contrast,
arraylanguagessupporttheatomicmanipulationof multiple array
elements,sothey typically extendtraditionalsubscriptingto amore
complex form. APL [8], thefirst arraylanguage,supportstheuse
of integer vectorsin eachsubscriptposition,computingthe outer
productof theindicesin eachdimensionto determinetheelements
referenced.Fortran90[1] usesasimplifiedvariationonthissyntax
to supportcommonreferencepatternsusingtriple or slicenotation
to describea regularsubsetof elements.Both languagesallow the
subscriptto beelidedwhenreferringto all elementsof anarray.

Thougharray languagesubscriptingis a naturalextensionof
scalarsubscripting,arraylanguagesexhibit an importantproperty
thatconstrainssubscripts.Operandsin anarrayexpressionmustbe
conformable, meaningthatthesubarraysreferencedmusthave the
sameshapeandsize.1 Conformabilityensuresthattherearecorre-

1Thoughthisis acommondefinitionof conformability, it is notuniversal.Virtually
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spondingelementsin eachoperandof anarrayexpressionsothatits
evaluationis well-defined.Conformabilityresultsin astrongcorre-
spondencebetweenthesubscriptingexpressionsof arrayoperands.
Specifically, they will oftenbeidenticalandalmostalwaysbesimi-
lar. Thisproperty, whichwereferto asindex locality, followsnatu-
rally from thefactthatprogrammerstendto organizeandreference
datain logical, constrained,andmeaningfulways. Index locality
motivatesanalternative meansof arrayreferenceusingregions.

Thispaperdescribesaregion-basedapproachfor expressingar-
raycomputations.A region is a source-level index setthatprefixes
a statementto specifydefault indicesfor its arrayreferences.Ar-
ray operatorsmay be appliedto array expressionsto modify the
default indices,resultingin differentaccesspatterns.In this way,
region-basedprogrammingsyntacticallyseparatesarray indexing
fromarray references.

In this paper, we presentregion-basedprogrammingand its
benefitsusingasimple,idealizedarraylanguagecalledRL. RL pro-
videsavehiclefor discussingregion-basedprogrammingin general
terms. As an exampleof region usein RL, Figure1(a) shows a
2-dimensionalregion (in brackets)that coversan arraystatement.
The statementspecifiesthat elementsof an n � n sub-arrayof B
andC (wheren � h � l  1! aresummedandassignedto thecorre-
spondingelementsof arrayA. Semanticallyequivalentstatements
aregivenfor APL in Figure1(b) andfor Fortran90 andMatlabin
Figure1(c). From this trivial example,regionsmay appearto be
a minor syntacticvariationon the otherformsof indexing. How-
ever, weexplainhow region-basedprogrammingprovidesapower-
ful abstractionthathasadvantagesrelatedto notation,codereuse,
andperformanceanalysis.

This paperalsodescribeshow the ZPL parallelprogramming
languageis basedontheregionconcept.ZPL is apracticalparallel
programminglanguagewhich is publicly availableon the world-
wide web2 [15]. We describedecisionsmadein thedesignof ZPL
that not only supportefficient parallel implementations,but also
provide a performancemodel that allows programmersto easily
reasonaboutparalleloverheads—anuncommonfeaturein parallel
programminglanguages.

This papermakes two primary contributions. The first is an
evaluationof region-basedprogrammingasan approachto array
languageindexing. Thesecondis a discussionof how anefficient
parallelprogramminglanguagecanbedesignedaroundtheregion
construct. We detail the propertiesof region-basedprogramming
andenumerateits benefits. We give formal definitionsof region
andarrayoperatorsanddescribehow their useenablesthesource-
level identificationof index locality, therebyimproving program-
mers’understandingof their codes’performanceon parallelcom-

all variations,however, at leastrequirethatthenumberof elementsbethesame.
2http://www.cs.washington.edu/research/zpl/



[l..h,l..h] A = B + C
(a)

A[S; S] " B[S; S] + C[S; S " 1+L+ ιH-L-1]
(b)

A(l:h,l:h)=B(l:h,l:h)+C(l:h,l:h)
(c)

Figure 1: Different representationsof the samearray language
computationin (a) RL andZPL, (b) APL, and(c) Fortran90 and
Matlab.

puters. Furthermore,we comparethe region-basedrepresentation
to the conventionalsubscriptedform. Although the region-based
ZPL languagehasbeendescribedbefore[10], this is thefirst dis-
cussionof regionsasanabstractprogramminglanguageconcept.

This paperis organizedasfollows. Section2 describesthead-
vantagesof region-basedprogramming. In Section3, we give a
formal definition for regionsanddescribeRL’s supportfor region
declarationsandoperators.In Section4, we introduceRL’s array
operatorsanddescribehow they areusedto expressgeneralarray
computations.In Section5, we describehow regionshighlight in-
dex locality andprovide benefitsfor parallelcomputing. We also
discusstherelationshipbetweenRL andZPL, andwe comparethe
expressive power of the region-basedapproachwith subscripting.
In thefinal sectionswedescriberelatedwork andgiveconclusions.
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This sectionprovidesan overview of the benefitsof region-based
programming.
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Regions eliminate redundancy. Factoring the commonportions
of a statement’s array referencesinto a single region eliminates
the redundancy of subscriptspecification,as illustrated by Fig-
ure 1. Thoughsubscriptedlanguagestypically allow a subscript
to be elided when referencingall the elementsof an array, inte-
rior andboundaryelementsof anarrayareoftentreatedseparately,
necessitatingtheuseof subscripts.As a result,a region-basedrep-
resentationis moreconcise,easierto read,andlesserrorprone.As
an informal measureof conciseness,considerthe examplegiven
in Table1. Strippedof all indexing constructs,the ZPL andFor-
tran90versionsof theSPECCFP92swm256benchmarkaresimi-
lar in size.However, comparingthecompleteprograms,Fortran90
is considerablylarger, devoting morethanhalf of its charactersto
indexing, ascomparedto ZPL’s27%.

Regionsaccentuatethe commonalitiesand differencesamong
array references.Becausethecommonportionsof referencesare
factoredinto a region, all that is left at the arrayreferencesis an
indicationof how they differ. This appliesthe commonlanguage
designprinciplethatsimilar thingsshouldlook similar, anddiffer-
ent thingsshouldlook different [11]. For example,the following
RL statementcontainsfour referencesto arrayA, eachshifted in
oneof the cardinaldirections. It is clear exactly how arrayA is
beingreferencedin eachoperand.

[1..m,1..n] Temp = A@(-1,0) + A@(1,0) +
A@(0,-1) + A@(0,1)}

Thesubscriptedequivalentof this coderequirescloserscrutiny to
discover thesamerelationshipin its operands,let aloneto verify its
legality.

Temp(1:m,1:n) = A(0:m-1,1:n) + A(2:m+1,1:n)+
A(1:m,2:n+1) + A(1:m,0:n-1)

Regionscanbe named.By namingregions,programmerscan
give meaningto index sets.It is difficult to associatemeaningwith
unnamedindices,just asit is difficult to associatemeaningwith a
memoryaddresswithout usinga variablename.For example,the
nameTopFace is farmoreillustrativethan[0,1:n,1:n]. Pro-
viding theability to nameindex ranges(asin APL) or evenentire
slicesdoesnot yield thesamebenefit,becausea programmermust
potentiallynamea greatnumberof similar things. For example,
the five distinct slicesin the codefragmentabove would require
five differentnames.

Regionsencodehigh-level informationthatcanbemanipulated
by operators. While subscript-basedlanguagesallow arithmetic
operatorsto be applied to individual dimensionsof a subscript,
RL providesoperatorsthatapply to the index setasa whole. Re-
gionscanbedefinedin termsof otherregions,which is conceptu-
ally simplerthanrepeatedlyconstructingrelatedbut differentindex
sets.For example,RL’s of operatorassistsin thecleardefinition
and interpretationof boundaryregions: given a region Cube =
[1..n,1..n,1..n] andadirectionvectortop = (-1,0,0),
the region TopFace above can be definedusing the expression
top of Cube. Usingregionoperators,achangeto oneregion is
reflectedin all regionsthataredefinedin termsof it, thuslocalizing
modificationsto thecode.

8 ��� % + % ��� %9$�%.��%.' �
�
By separatingthespecificationof arrayindicesfrom thespecifica-
tion of computation,regionsresultin codethatis moregeneraland
morereusablethansubscriptedcode.For example,regionsmake it
trivial to write statementsor proceduresthatcanoperateon arrays
of arbitrarysize,while subscriptedlanguagesrequiretheprogram-
merto passaroundandexplicitly manipulatearrayboundinforma-
tion in orderto achieve the samegenerality. Specifically, regions
canbeappliedto blocksof statements,includingentireprocedures,
so the indicesfor entireblocksof codecanbeeasilychanged.In
particular, scalarprocedurescanbetrivially promotedto operateon
arraysof any sizeandshapeby simply specifyinga region at the
call site andpassingin actualparametersof the appropriaterank.
Moreover, changinga region-basedprogramto operateon higher
dimensionalarrayscanbea simplematterof changingthe region
declarations.Thearraycomputationsthemselvesmaynot needto
change,or they may needto changein minor andobvious ways,
dependingon the characteristicsof the algorithm. In contrast,an
arraylanguagesuchasFortran90 would requiremodificationsto
every arrayreference.
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Perhapsthebiggestadvantageof region-basedprogrammingis its
potentialfor aiding performanceanalysis.The useof specialop-
eratorsto highlight correlationsbetweeneacharrayoperand’s ref-
erencepatternemphasizesindex locality. This hasgreatbenefitin
theparallelrealmwheredatalocality playsa crucial role in deter-
mining performance.By supportingsuchoperatorsandby clearly
definingits dataallocationpolicy, aparallelregion-basedlanguage
suchas ZPL can enableprogrammersto reasonaboutthe paral-
lel executionof their codesusingstraightforward syntacticcues.
As a result, programmersand compilerscan locateoptimization
opportunitiesby looking at thearrayoperatorsusedwithin a pro-
gram, therebyavoiding complex analysisof subscriptingexpres-
sions.Thesebenefitsarediscussedin furtherdetailin Section5.



language total characters non-indexing characters indexing overhead
Fortran90 3154 1513 52%
ZPL 1957 1421 27%

Table1: Charactercountsfor the SPECCFP92swm256benchmarkwritten in ZPL andFortran90. Total characters indicatesthe total
numberof non-whitespacecharactersin thecodesoncethey arestrippedof variabledeclarationsandI/O. Non-indexingcharacters indicates
the numberof charactersremainingoncesubscripting(in Fortran90) andregion/directionspecification(in ZPL) areremoved. Indexing
overheadindicatesthepercentageof charactersthataredevotedto arrayindexing.
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In RL, a region is a rectangularindex set of arbitrary rank and
stride,usefulfor definingarraysandarraycomputations.This sec-
tion givesa formal definitionof regions,explainshow they arede-
claredin RL, anddescribesRL’s operatorsfor manipulatingthem.
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Eachdimensionof a region is definedby a 4-tuplesequencede-
scriptor, r �ED l F hF sF a! , wherel andh representthe low andhigh
boundsof the sequence,s is the sequence’s stride,anda encodes
the alignmentof the sequence.A sequencedescriptor, r, is inter-
pretedasdefininga setof integers,SD r ! , asfollows:

SD r !G� H xI l J x J h andx K a D mods!�L (1)

For example,thedescriptorD 1F 6F 2F 0! describesthesetof evenin-
tegersbetweenoneandsix, inclusive: H 2F 4F 6L .

A d-dimensionalregion r is definedasa d-ary sequenceof se-
quencedescriptorsr1 MNMNM rd, wherer i representsthe indicesof the
region’s ith dimension:

r � O r1 F r2 F MNMNM F rd P
Theindex set,I D r! , definedby theregionissimplythecross-product
of theintegersspecifiedby eachof its dimensions:

I D r!Q� SD r1 !R� SD r2 !S� MNMNM � SD rd !
For example, the index set of the 2-dimensional regionO�D 1F 6F 2F 0!TFTD 1F 6F 2F 1! P is describedasfollows:

I D�OTD 1F 6F 2F 0!TFTD 1F 6F 2F 1! P !U� SD 1F 6F 2F 0!R� SD 1F 6F 2F 1!
� H 2F 4F 6LV�WH 1F 3F 5L
� HXD 2F 1!�FTD 2F 3!�FTD 2F 5!�FTD 4F 1!�F

D 4F 3!TFTD 4F 5!TFTD 6F 1!TFTD 6F 3!TFTD 6F 5!TL
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Sincedenseregionsconstitutethecommoncasein array-basedlan-
guages,RL adoptsthefollowing asits mostbasicregion specifica-
tion:

R = [l1..h1, l2..h2, ..., ld..hd]

This style of declarationis usedto defineregionswith trivial
stride and alignment. A degenerate dimension—one with just a
singleindex—canbedeclaredby simplyspecifyingtheindex (e.g.,
[3,1..n]). Note that althougha languagecould simply allow
programmersto expressregions in a sequencedescriptorformat,
RL’s syntaxis clearer, improving readability. In RL, thespecifica-
tion above definestheformal region:

r � OTD l1 F h1 F 1F l1 !TFTD l2 F h2 F 1F l2 !TF MNM�M FTD ld F hd F 1F ld ! P
Sincethestrideis alwayssetto 1, thecompleteintegerrangel i M�MNM hi
will beusedfor dimensioni. RL’sregionoperators(describedin the
next section)areusedto modify thestrideandalignmentvaluesof
a region. Althougha strideof value1 makesthealignmenttermin
a basicregion inconsequential,settingit to the range’s low bound
resultsin a consistentandmeaningfulinterpretationwhenregion
operatorsareusedto modify its strideandbounds.
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A setof prepositionaloperators—of, in, at, andby—aredefined
for the sequencedescriptors. Eachof theseoperatorscombines
an integer value, δ, and a sequencedescriptorto producea new
sequence.Theoperatorsaredefinedto transformthesequencesas
follows:

δ of D l F hF sF a!Q� D l  δ F l � 1F sF a! if δ ^ 0D l F hF sF a! if δ � 0D h  1F h  δ F sF a! if δ _ 0
(2)

δ in D l F hF sF a!Q� D l F l  `D�� δ � 1!TF sF a! if δ ^ 0D l F hF sF a! if δ � 0D h �aD δ � 1!TF hF sF a! if δ _ 0
(3)

D l F hF sF a! at δ � D l  δ F h  δ F sF a  δ ! (4)

D l F hF sF a! by δ � D l F hFNI δ Icb sF a! (5)

In short, the of andin operatorsmodify the sequencebounds
relative to the existing bounds,leaving the stride and alignment
unchanged(of describesa rangeadjacentto the original range,
whereasin describesa rangeinterior to the original range). The
at operatortranslatesthe sequenceboundsandalignmentof the
sequence.The by operatoris usedto scalethe stride of the se-
quence,leaving theboundsandalignmentunchanged.

Although therearecertainlyotherregion operatorsthat could
beusefulto aprogrammer, thoselistedherewereselectedasabasis
setsincethey supportcommonarrayreferenceparadigmsandare
closedover our regionnotation.For example,RL doesnotsupport
theset-theoreticunionanddifferenceoperatorsdueto theincreased
overheadof storinganditeratingover non-rectangularindex sets.



RL appliesthe prepositionaloperatorsto regionsby factoring
the δ

d
offsetsfor eachdimensioninto a vector called a direction.

Thefollowing codedefinesexampledirectionsandaregion in RL:

south = (1,0)
east = (0,1)
se = (1,1)
se2 = (2,2)

R = [1..m,1..n]

UsingRL’sprepositionalregionoperators,new regionscanbespec-
ified usingregionR anddirections:

EasternBoundary = east of R
SouthernInterior = south in R
ShiftedSE = R at se
OddElements = R by se2

The prepositionaloperatorsare evaluatedfor regions by dis-
tributing eachcomponentof thedirectionto its correspondingse-
quencedescriptorandapplyingtheoperator. For example,theat
operatorwould bedistributedasfollows:

r at D δ1 F δ2 !Q� OTD l1 F h1 F s1 F a1 !�FTD l2 F h2 F s2 F a2 ! P at D δ1 F δ2 !� OTD l1 F h1 F s1 F a1 ! at δ1 FTD l2 F h2 F s2 F a2 ! atδ2 P� OTD l1  δ1 F h1  δ1 F s1 F a1  δ1 !TFD l2  δ2 F h2  δ2 F s2 F a2  δ2 ! P
Havingdefinedtheprepositionalregionoperators,wecannow eval-
uatetheRL regionsdefinedabove (seeFigure2 for illustratedin-
terpretations):

I D east of R !e� D 0F 1! of OTD 1F mF 1F 1!TFTD 1F nF 1F 1! P� O 0 of D 1F mF 1F 1!�F 1 of D 1F nF 1F 1! P� OTD 1F mF 1F 1!TFTD n  1F n  1F 1F 1! P
I D south in R !e� D 1F 0! in O�D 1F mF 1F 1!�FTD 1F nF 1F 1! P� O 1 in D 1F mF 1F 1!TF 0 in D 1F nF 1F 1! P� OTD mF mF 1F 1!�FTD 1F nF 1F 1! P

I D R at se !e� OTD 1F mF 1F 1!TFTD 1F nF 1F 1! P at D 1F 1!
� OTD 1F mF 1F 1! at1FTD 1F nF 1F 1! at1P� OTD 2F m  1F 1F 2!TFTD 2F n  1F 1F 2! P

I D R by se2 !e� OTD 1F mF 1F 1!TFTD 1F nF 1F 1! P by D 2F 2!
� OTD 1F mF 1F 1! by 2FTD 1F nF 1F 1! by 2P� OTD 1F mF 2F 1!TFTD 1F nF 2F 1! P

;*<=f?> 7 ����� A � 3 %.� ��� � � �
RL alsosupportstheconceptof flooddimensionsto representlower-
dimensionalarraysasif they werehigher-dimensional.Flood di-
mensionsarerepresentedby the sequencedescriptor( � ∞,∞,0,0).
While this specializeddescriptordoesn’t make strict mathematical
senseby equation(1) above,it isusedto representadimensionwith
a singlesetof definingvaluesthat is replicatedacrossan infinite
index range.Flooddimensionsareexpressedin RL region specifi-
cationsusingan asterisk.For example,the following two regions

would beusedto represent1-dimensionalvectorsperpendicularto
oneanotherin a 2-dimensionalspace:

Row = [* ,1..n]
Col = [1..n,* ]

Flooddimensionsareincludedin RL becausethey provideameans
of expressinginteractionsbetweenarraysof (conceptually)differ-
entrankwithoutrelyingonexplicit indexing. Theirutility becomes
evenmorepronouncedin parallelregion-basedlanguageslikeZPL,
due to the performanceimplicationsof aligning arraysin a dis-
tributedcontext.
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Thissectiondescribeshow regionsareusedto representarraycom-
putationsin RL. We describehow regionsspecifytheextentof ar-
ray computationsandthendefineRL’s operatorsthatmodify these
indicesfor individual arrayexpressions.
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In RL, every array operandmust be enclosedwithin a region
scopeof matchingrank, known asits covering region. Thesere-
gion scopesprefix RL statementsand specify the basesetof in-
dices namedby their array references. Region scopesare dy-
namicallyscoped,allowing for thecreationof region-independent
functionsand libraries. The following RL code fragmentillus-
tratesseveral propertiesof region scoping. Assumethat Inte-
rior=[1..m,1..n], south=(1,0),andarraysA, B, andU are
2-, 2-, and1-dimensional,respectively.

[Interior] begin
A = 0;

[south in "] A = 1;
[1,] A = 2;
[1..q] U = I1;

A = A + B;
end;

This fragmentappliesthe 2-dimensionalregion scopeInte-
rior to a compoundstatement,providing a default setof indices
for the2-dimensionalarrayreferencescontainedwithin. For exam-
ple, the first assignmentwill zeroout the m � n subarrayof array
A asspecifiedby Interior. Similarly, thefifth assignmentwill
incrementthesameInterior elementsof A by theircorrespond-
ing elementsin B. The secondand third assignmentsare locally
coveredby region scopesof rank2, therebyeclipsingInterior
asthe region for their 2-dimensionalarrayreferences.The fourth
assignmentzeroesa 1-dimensionalarray, andthereforerequiresa
1-dimensionalregion cover.

The region scopesprefixing the secondand third assign-
mentsdemonstratea region’s ability to inherit information from
an enclosingregion. The secondassignment’s region scopeis
2-dimensional(dueto its referenceto thesouth vectorof length
2) andusesthe" symbolasa meansof referringto theenclosing
regionof matchingrank,namelyInterior. Theresultis thatele-
mentsof A in thesouthernmostrow of Interior will beassigned
thevalue1. Thenext regionscopeomitsadimensionspecification,
indicatingthatthedimensionshouldbeinheritedfrom thecovering
region of matchingrank, namely1..n from Interior. Thus,
elementsof A in row 1 of Interior are assignedthe value 2.
Providing " andblankdimensionsin RL aremorethana syntactic
convenience,sincethey supportthe constructionof semantically
meaningfuloperationswithin region-independentfunctions(e.g.,
operateon the southborderor kth row of the call site’s covering
region).



(e) region R at se (f) region R by se2(d) region south in R
se, and se2

(b) directions east, south,(a) region R (c) region east of R

R RR

Figure2: Illustrationsof theregion anddirectiondeclarationsfrom Section3.3. Notethattheprepositionaloperatorsgive intuitive meaning
to theregionsthey define.

The fourth assignmentusesI1, oneof RL’s predefinedindex
arrays,to assigneachelementof U its uniqueindex value. These
arrays(I1, I2, etc.) give theprogrammeraccessto theindicesof
thecoveringregion. In particular, thevalueof arrayIi ataparticu-
lar index is definedto bethevalueof theindex in theith dimension.
Array Ii may be usedwherever an arrayof rank m i is expected.
As anotherexample,thefollowing statementassignseachelement
of arrayA its positionwithin Interior in row-majororder.

[Interior] A = (n * (I1-1)) + I2

f*<=# ��	�	��.: \6]C% 	����
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In the examplesof the previous section,every statementresulted
in an element-wiseoperationover its operandarrays,due to the
statement-level granularityof the region scopes.RL usesexplicit
array operatorsto expressmore complex array referenceswhose
indicesvary from thoseof thecoveringregion. Thissectiondefines
the RL arrayoperators,which areusedto transformthe covering
region’s indiceswhenaccessingtheirarrayoperands.Theresultof
any operatorcanbe usedasthe operandto any other, andexcept
wherenoted,arrayoperatorshave anl-value.

Theshift operator(infix @) translatestheportionof its operand
arraythatis referenced.Its left operandis thearrayto shift, andthe
right operandis a directionvectorof the samerank that specifies
the magnitudeanddirectionof the translation. For example,the
following RL statementassignsthenearestneighboraverageof the
elementsof arrayB, asspecifiedby thecoveringregion, into array
A. Assumethat the following directionsaredefined:n �nDo� 1F 0! ,
s �pD 1F 0! , e �qD 0F 1! , andw �pD 0FN� 1! .

[1..m,1..n] A = (B@n+B@s+B@e+B@w) / 4

Thescaleoperator(infix $) adjuststhestridein eachdimension
of a singlearrayreferencerelative to the covering region. Its left
operandis anarrayto scale,andtheright operandis a directionof
thesamerank. Thenew stridein eachdimensionis theproductof
thecorrespondingdirectionelementandthestridein thecovering
region. Thelow elementreferencedis thesameasthelow element
in the covering region. For example,the following RL statement
assignstheoddelementsof arrayB, whoseindicesarebetween1
and2n, to theconsecutive elementsof arrayA, whoseindicesare
between1 andn, inclusive.

[1..n] A = B$(2)

Thepromotionoperator(prefix _ ) transformsadr -dimensional
arrayinto a d-dimensionalarrayby replicatingalongdf of its di-
mensions(wheredr � d � df ). A d-dimensionalregion—calledan
operator region—is encodedin theoperator. Theflooddimensions

in this region (theremustbedf of them)specifywhichdimensions
of the resultingarrayareto containreplicateddata. For example,
the following RL statementreplicateselements1 throughm of 1-
dimensionalarrayU acrossthecolumnsof 2-dimensionalarrayA.

[1..m,1..n] A = >[,*] U

As thisexampleshows,operatorregionsmaycontainblankdimen-
sionsto inherit from the covering region. Operatorregionsserve
asthe covering region for the operandarray, which may itself be
a complex array expression. Becausethe operandarray expres-
sion for promotionhas lesserrank than the operatorregion, the
region formedby eliminatingits flooddimensionscoversthearray
operandexpression.For examplein the following statement,ele-
ments1 throughmof U andV areaddedtogetherbeforeperforming
thepromotion.

[1..m,i] A = >[,*] (U+V)

The promotionoperatorcanalsobe usedto promotea subar-
ray. This is expressedby specifyingdegeneratedimensionsin the
operatorratherthanflood dimensions.For example,thefollowing
RL statementcopiesthe ith columnof 2-dimensionalarrayB into
columns1 throughn of 2-dimensionalarrayA.

[1..m,1..n] A = >[,i] B

It is important to note that the implementationof promotion
doesnot actuallyneedto createa new arrayof increasedrankand
increasedstoragerequirements.Promotionsimply providesa dif-
ferent way to referencedatawithout changingmemory require-
ments. Promotionexpressionsdo not have l-valuesbecausethey
representmoreelementsthanareactuallyrepresentedin memory.

Thedemotionoperator(prefix ^ ) collapsesdd dimensionsof a
dr -dimensionalarrayto producea d-dimensionalarray(d � drX�
dd). A dr -dimensionaloperatorregion is encodedin theoperator.
Thedegeneratedimensionsof theregion(theremustbedd of them)
specifywhich dimensionsof theoperandarrayareto becollapsed.
For example,the following RL statementassignscolumn i of the
2-dimensionalarrayA into the1-dimensionalarrayU.

[1..n] U = <[,i] A

As this exampleshows, the demotionoperator’s operatorre-
gion may useblankdimensions.Thoughthe covering region and
theoperatorregion have differentrank,theoperatorregion’s blank
dimensionswill inherit from the correspondingdimensionin the
coveringregion (determinedby ignoringdegeneratedimensionsin
theoperatorregion).

Theremapoperator(infix #) allows for arbitraryreferencesby
permitting the programmerto specify a map from indicesof the



coveringregion to indicesof theoperator’s operandarray. Theop-
erator’s s left operandis anarrayto remap,while theright is a vec-
tor of integerindiceswhosecorrespondingelementsform anindex
into theoperandarray. Thevalueof eachelementof theresulting
arrayis thedataappearingat this index in theoperandarray. The
ranksof theargumentarray, integerarrays,andresultingarrayare
all thesame.For example,thefollowing RL statementassignseach
elementD i F j ! of A thevalueof elementD I D i F j !TF J D i F j !N! of B.

[1..m,1..n] A = B#(I,J)

As a more specificexample,the following statementassignsthe
transposeof arrayB to A. Notetheuseof predefinedarraysI1 and
I2.

[1..n,1..n] A = B#(I2,I1)

Thoughall of RL’soperatorscanbeexpressedusingtheremap
operator, the specializedoperatorsarevaluablebecausethey pro-
videamoreconciseandreadablerepresentationof commonopera-
tions.Moreover, thespecializedoperatorsserveasamoreaccurate
indicatorof index locality andparallelcost,asdiscussedin Sec-
tion 5.
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Figure3 summarizesthesemanticsof eacharrayoperator. A func-
tion, fop D MNM�M ! , is given for eachoperatorthat mapsindices j �O j1 F MNMNM F jd P , of therankd coveringregionto indicesjrX�vO j r1 F M�MNM F j rd w P
of theoperator’s rankdr operandarray.
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At first glance,RL’s arrayoperatorsmay appearto be gratuitous.
For example,why shoulda languagesupportthe special-purpose
@ and$ operators,whenthey canbe expressedwith thegeneral-
purpose# operatorusingsimplefunctionsof the index arraysIi?
Theansweris thatRL’s operatorswereselectedto emphasizedif-
ferenttypesof index locality.

Index locality describesrelationshipsbetweenarray indices.
Theserelationshipsare importantin the context of parallel com-
puting becausethey translatedirectly to interprocessorcommuni-
cation. We have identifiedfive typesof index locality. Identical
indices(e.g., D 1F 1! and D 1F 1! ) exhibit completelocality. Indices
closeto oneotherin thetraditionalCartesiansense(e.g., D 1F 1! andD 2F 1! ) exhibit spatial locality. Indicesthat aredistantbut which
sharecommonindicesin onedimension(e.g., D 1F 1! and D 1F 100! )
areconsideredto have dimensionallocality. Inter-rank locality is
exhibited by indicesof different rank that sharecommoncoordi-
nates(e.g., D 1F 2! and D 1F 100F 2! ). Finally, two indiceswhoseco-
ordinatesareseparatedby a multiplicative factorareconsideredto
have scalelocality (e.g., D 2F 2! and D 6F 6! ). Thesedefinitionscan
betrivially extendedto describethelocality of a pair of index sets
ratherthanindividual indices.Furthermore,notethat indicesmay
berelatedby a combinationof locality types.

Sinceindex setsareusedboth to defineandaccessarrays,in-
dex locality correspondscloselyto locality of reference(dependent
alsoon thedataallocationscheme).This relationshipbetweenin-
dex locality andlocality of referenceis especiallyimportantin the
realmof parallelcomputing,wherelocality affectsthe amountof
communication(explicit or implicit) requiredbetweenprocessors.
RL thusemphasizesindex locality throughits region-basedsyntax
andchoiceof arrayoperators.Statementswith completelocality
(i.e., all operationsperformedelement-wiseon identical indices)
simply usetheregion to definethe index setwith no otherspecial

arrayoperations.Otherstatementsusethe RL arrayoperatorsto
describedifferenttypesof index locality andto syntacticallydiffer-
entiatethedifferenttypesof interprocessorcommunication:

z Statementswith spatiallocality usetheshift operatorto mod-
ify indexing by a constantoffset.

z Dimensional locality is expressedusing the dimension-
preservinginstanceof promotion.

z Inter-rank locality is expressedusingthepromotionandde-
motionoperators.

z Scalelocality is achievedusingthescaleoperator.
z Theabsenceof index locality is indicatedby usingthecatch-

all remapoperator, whichcanbeusedto arbitrarilyscramble
index setsandwhich may leadto unstructuredcommunica-
tion.

Theresultis thattheRL operatorsserve asclearvisualannotations
of a statement’s index locality. This is a usefullanguageproperty
becausegiven a particulardataallocationscheme,both the pro-
grammerandthecompilerhave a clearmeansof reasoningabout
theimplementationandexpenseof a particularpieceof code.This
simplifiesanalysisandoptimizationfor bothparties.

RL enforcesa stricterdefinition of conformability thanslice-
basedlanguagesin orderto highlight index locality. For example,
a(i,1..n), b(1..n,j), andc(1..n) do not exhibit com-
plete locality andmust thereforeusearrayoperationsto describe
theirrelationship,whilemostslice-basedlanguageswouldconsider
thesetwo referencesconformable.This is particularlyimportantin
aparallelimplementationwhenanabsenceof locality impliesinter-
processorcommunication.In addition,many algorithmsnaturally
tendto exhibit index locality, dueto thewaysin which datais typ-
ically storedandaccessed.Thoughconformabilitymerelyrequires
thatarrayoperandsbethesameshapeandsize,thereoftenexist ad-
ditional logical relationshipsamongtheoperandindicesdueto the
ways that programmersorganizeandreferencedata—theindices
maybeoffsetby a constantfactor, scaledby differentamounts,or
projectedfrom onedimensionto another. Casesin which arrays
are accessedin completelyarbitrarypatternsare relatively infre-
quent.To this end,specificoperatorsemphasizethecommoncase,
simplifying theexpressionof theoperation(e.g., A@(1,1) rather
thanA#(I1+1,I2+1)) andmakingcodeeasierto write andto
understand.
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ZPL is an instanceof a region-basedprogramminglanguagethat
was designedfor portabledataparallel computation. Like APL,
ZPL wasdesignedto supportarraycomputations.UnlikeAPL, one
of ZPL’s chief designgoalswasto give programmersan intuitive
model for reasoningabout the concurrency and parallel costsof
their programs.As a result,ZPL de-emphasizesgeneralpurpose
operatorsthat obscurecosts. Instead,ZPL explicitly defineshow
arraysareallocatedandprovidesoperatorsthat accuratelyreflect
thecostof manipulatingarrayswith respectto theallocation.This
is known asZPL’sWYSIWYG performancemodel[3].

Arbitrary arrayindexing is difficult to parallelizeefficiently [5].
For example,the following High PerformanceFortran(HPF) [7]
statement

A(i) = A(j)

is acommunication-freeonly if the ith and j th elementsof A reside
onthesameprocessor, thusthestatement’sexecutiontimecanvary
drasticallybasedon the alignmentof the arrays. In the general
casethisstatementrequiresruntimechecksto determinewhetherto



codefragment signature rankrelationship jr value(1 J i J dr )
. . . fno-opD j !@� jr d � dr j ri � j i
. . .@v . . . f@ D j F v !u� jr d � dr j ri � j i  vi

[rc] . . .$v . . . f$ D j F v F rc !u� jr d � dr j ri � D j i � glow D ri !N! vi  glow D r i ! if si _ 0D j i � ghigh D ri !N! vi  glow D r i ! otherwise

. . . _ [ro] . . . f }2D j F ro !@� jr d � dr~ dnflood D ro ! j ri � l i if dimensionr i is degenerate
j i w otherwise(i r*� dflood D r F i ! )

. . . ^ [ro w ] . . . f �2D j F ro w !u� jr d � dr � dndegenD ro w ! j ri � l i if dimensionr i is degenerate
j i w otherwise(i � ddegenD r F i r[! )

. . .#(x) . . . f# D j F x !u� jr d � dr j ri � xi D j1 F j2 F MNMNM F jd !
Notation

v �vO v1 F MNMNM F vd w P : rankdr direction
rc �vO r1 F MNM�M F rd P : rankd coveringregion
ro �vO r1 F MNMNM F rd P : rankd operatorregion
ro w ��O r1 F M�MNM F rd w=P : rankdr operatorregion
x �vO x1 F MNMNM F xd P : d-ary list of rankd integerarrays

Functions
dflood D r F i ! = ith non-flooddim. of r
ddegenD r F i ! = ith non-degeneratedim. of r
dnflood D r ! = no. of flooddimsin r
dndegenD r ! = no. of degeneratedimsin r
glow D r �qD l F hF sF a!N! = l  `D a � l ! mods
ghigh D r �qD l F hF sF a!N! = h �aD h � a! mods

Figure3: Array operatorsummary. Thefirst columngivesacodefragmentindicatingtheoperator’suse.Thesecondcolumnsummarizesthe
mapfunction’s argumentsignaturefor eachoperator. Thethird columndescribestherelationshipbetweend anddr . Thefinal columngives
thevalueof anelementof theresultingdr -ary jr index.

performcommunication.Worse,it is difficult for theprogrammer
to determinewhethercommunicationis requiredusingonly local
information. Furthermore,compilersfor many languagesarefree
to ignorealignmentinformation,soprogrammersmustunderstand
a particularcompiler’s optimizationstrategy in orderto anticipate
their codes’performance.TheZPL solutionis to useregionsand
regionoperators,whichprovidesyntacticcuesto indicatewhenthe
compilerwill generatecommunication.

In orderto emphasizedatalocality in theparallelcontext, ZPL
mapsall interactingregions(definedelsewhere[3]) to aconceptual
processorgrid of thesamerankin agrid-alignedfashion,mapping
region indicesto processorindicesin thecorrespondingdimension
(e.g., rows of a 2-dimensionalregion would bemappedto rows of
a virtual 2-dimensionalprocessorgrid). Arraysaremappedto pro-
cessorsaccordingto the region mappings.This hasthe result of
preservingcomplete,spatialanddimensionalindex locality across
thevirtual processorgrid’stopology. Whentherearenoparallelop-
erators,completelocality exists,andthestatementmaybeexecuted
entirely in parallel. Theuseof the @ operatorexploits spatiallo-
cality, potentiallyrequiringrelatively inexpensive nearestneighbor
communicationin theprocessorgrid. Theuseof thepromotion( _ )
operatorexploits dimensionalindex locality, potentiallyrequiring
datato bebroadcastalongoneor moredimensionsof theprocessor
grid. The remapoperator(#) allows for completelygeneraldata
movementandthusdoesnotexploit locality.

ZPL includesa numberof featuresandoperatorsnot included
in this discussion.Theseincludemasked computation,wrap and
reflect operationsfor initializing and maintainingboundarycon-
ditions, scanoperations,reductionoperations,andmulti- regions,
arraysanddirectionsfor efficient parallelsupportof multi-grid ap-
plications. Snyder givesa morecompletedescriptionof the lan-
guage[15].
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Two array referencesin a subscript-basedlanguageare typically
consideredconformableif thesamenumberof arrayelementsare
referencedin corresponding,non-degeneratedimensionsof theref-
erences.Region-basedprogrammingenforcesa stricter meaning

of conformability, becausea singleregion selectstheindicesof all
arrayreferencesin a statement.Thus,it is therole of thearrayop-
eratorsto mapindicesof thecoveringregionto indicesof thearray
operands,allowing for theexpressionof moregeneralreferencing.
Despitethestricterdefinitionof conformability, region-basedpro-
grammingis no lessexpressive. Additional operatorsare some-
times requiredto make referencesconformable,emphasizingthe
typeof locality. For concreteness,Table2 informally summarizes
a numberof waysthatarrayreferencescanconformwithout being
identical(column1). For each,Fortran90andAPL examplestate-
mentsaregiven(columns2 and3) alongwith their corresponding
RL statement(column4).
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Themostprevalentalternative to region-basedprogrammingis ar-
ray subscripting,as found in APL [8], Fortran 90 [1], and Mat-
lab [6]. As we have argued,arraysubscriptingis a morecumber-
somemeansof expressingsimplearrayoperationsandis no more
powerful than a region-basedapproach.Most importantly, these
languageswere not designedwith parallelismin mind, thus it is
verydifficult for programmersto consistentlyachieve goodperfor-
manceandreasonabouttheir codes’paralleloverheads.

Matlab is currently the most populararray languagefor sci-
entific computing, principally due to its interactive workbench
approach,which supportsapplication prototyping and develop-
ment,andto its extensive auxiliary library support.Besidesbeing
subscript-based,Matlab differs from ZPL in that it is designedto
bea serial,interpretedlanguage,soit is highly dynamic.Attempts
to compile it are hinderedby dynamicarray allocationand data
types[9], andattemptsto parallelizeit arelimited by the fact that
thelanguageprovidesnosupportfor managinglocality or commu-
nicationcosts[12] in parallelimplementation.

SAC (SingleAssignmentC) is astrict,purelyfunctionalsubset
of theC programminglanguage,extendedwith richersupportfor
arrays[13]. Like regions,theWITH-loop constructis usedto limit
the indicesinvolved in a computationfor a statementor groupof
statements.DespitethefactthatSAC providessimplearrayopera-



referencedifference Fortran90 APL RL
shift U(2:n+1) = W(1:n)+W(3:n+2) U[1 � ιN] � W[ιN] + W[2 � ιN] [1..n] U = W@(-1)+W@(1)
stride U(1:n) = W(1:2*n:2) U[ιN] � W[ 1 + 2 � ι N] [1..n] U = W$(2)
rankchange(promotion) A(1:n,i) = U(1:n) A[ιN;I ] � U[ιN] [1..n,i] A = } [,*] U
rankchange(demotion) U(1:n) = A(1:n,i) U[ιN] � A[ιN;I ] [1..n] U = � [,i] A
dim. alignmentchange A(1:n,i) = B(j,1:n) A[ιN;I ] � B[J;ιN] [1..n,i] A = B#(j,I1)
vectorsubscripts(1-dim.) U(1:n) = W(V(1:n)) U[ιN] � W[V[ιN]] [1..n] U = W#(V)
vectorsubscripts(2-dim.) A(1:m,1:n) = B(U(1:m),W(1:n)) A[ιM;ιN] � B[U[ιM];W[ιN]] [1..m,1..n] A = B#( } [,*]U, } [*,]W)

Table2: EquivalentFortran90,APL, andRL statementsthatcontainconformable,yetnot identicalreferences.All arraysin thistablecontain
morethann elementsin eachdimension.In otherwords,thesearrayreferencesrefer to subarrays.ArraysA andB are2-dimensionaland
arraysU, V, andW are1-dimensional.

tionssuchascat androtate, indexing is still requiredon array
referencesin WITH-loops. Conversely, regions are dynamically
scoped,so they may be separatedfrom the statementsto which
they apply. As a result,a singleregion may apply to many non-
adjacentstatements,resultingin moreconcisecode.SAC requires
repeateduseof WITH-loops and repeatedindex rangespecifica-
tion. Finally, SAC doesnot emphasislocality, encouragingtheuse
of featuressuchasreshape thatareatoddswith scalableparallel
execution.

Severalparallellanguageshavesupportedmechanismsfor stor-
ing and manipulatingindex sets. Parallaxis-III and C � are two
suchexamples,bothdesignedto expressaSIMD styleof computa-
tion [2, 16]. Both languagessupportdensemultidimensionalindex
spacesthatareusedto declareparallelarrays.Parallaxis-III array
statementsareperformedover theentirearray, andthereforedonot
useindex setsto describecomputation.C � doesuseits index sets
(shapes) to designateparallelcomputationoverentirearrays.How-
ever, it enforcesa tight correspondencebetweentheshapesof the
computationandthearraysbeingoperatedon. Dueto this restric-
tion, its shapesaremoreof a typemodifierthana generalindex set
for expressingarraycomputation.Both languagesallow individual
elementsto be masked on andoff. Neitherprovides supportfor
stridedindex sets.

FIDIL is anotherparallelarraylanguagedesignedfor scientific
computation[14] with supportfor moregeneralindex setscalled
domains. Domainsneedneither be rectangularnor dense,and
FIDIL supportscomputationover themusingset-theoreticunion,
intersection,anddifferenceoperations.Theroleof domainsis lim-
itedto describingthestructureof arrays(maps) andnotfor specify-
ing computationalreferences.Statementsthereforeoperateeither
over entire array, or by indexing into the array as in scalarlan-
guages.Conformabilityin FIDIL is somewhatmoredynamicthan
in otherlanguages—operationsareonly performedon indicesthat
arepresentin bothoperators.

KeLP[4] isaC++runtimelibrary thatis adescendentof FIDIL.
It supportsshift, intersect,andgrow operatorsonrectangularindex
setscalledregions. KeLPusesregionsto expressiterationspaces
usinga “for all indicesin theregion” control construct.It departs
from theregion-basedprogrammingmodeldescribedin this paper
in that regionsareusedto enumerateindiceswhich arethenused
to subscriptarraysin the standardway. As a result, it doesnot
supportarrayoperatorsto emphasizeindex locality. Furthermore,
sinceregionsarenot aninherentpartof C++, region manipulation
is lesselegant, with no implicit supportfor dynamicallyscoped
regionsanddimensioninheritance.
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This paperhasdevelopedthe conceptof regionsin the context of
parallelprogramminglanguages.Regionshaveadvantageousprop-
ertiesthatassistbothprogrammersandcompilerwriters.

Regions provide notationaladvantages,removing the redun-
dancy of applying identical or similar subscriptspecificationsto
multiple arrayoperands.Rather, a setof indicesis specifiedasa
context in whichconformantarraycomputationis to beperformed.
Thisnotonly leadsto moresuccinctprograms,but alsorespectsthe
softwareengineeringpreceptthatsimilar thingsshouldlook simi-
lar. It alsomakesprogramseasierto read,write, anddebug.

Regionsarean effective abstraction.They canbe named,al-
lowing programmersto give themproblemspecificmeaning.Fur-
ther, thearrayoperationsthattransformregionsto referencerelated
elements,suchas@ and$, definetheseelementsmoreabstractly,
in wholearrayterms.Thesehigher-level conceptspermit thepro-
grammerto think globally, sayingwhat the index set shouldbe,
ratherthanhow to realizethatstateoperationally.

From a programanalysisand performancepoint of view, re-
gionsareidealfor parallelprogramming.Regionsarethebasisfor
identifyingparallelism,for allocatingmemoryandfor planningout
interprocessorcommunication.Usingregions,theprogrammerand
compilercancommunicateatahigh level regardinghow theseper-
formancesensitive featureswill behave. Thesebenefitshave been
demonstratedin ZPL.

We have addressedthe onepotentialliability of regions, that
the higher level of expressionwith its somewhat stricter form of
conformabilityis somehow overly constrainingrelative to sliceno-
tation. We have arguedthatregionsareasexpressive asarrayslice
notation.

Our choiceto restrict regions to a regular, rectangularindex
setwasmadein orderto ensurean efficient parallel implementa-
tion and clear performancemodel. Masks,not describedin this
paper, area mechanismfor selectingarbitrary subsetsof indices
from theserectangularsets. In futurework, we intendto general-
ize regions to describelessregular index setsfor efficient sparse
computation.Thechallengewill beto dosowithoutsacrificingthe
efficiency andclearperformancemodelof thecurrentscheme.
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